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onds. Typically it is the event time or inhibit time (whichever is smaller) to be used for 
the message that contains this variable.

An example is given in Figure 6.1. The column Ovr shows the number of bits of a 
PDO message that are not data bits, and the bps column indicates the bits per second. 
The overhead cannot be determined exactly, due to the bit stuffing done by CAN. 
However, 50 bits per message is an appropriate average for the purpose of getting an 
overview. For node 4 the overhead is only added once since the three variables 
Buttons_1 through Buttons_3 can all go into one PDO.

The formulas used are quite simple: “bps” is the total number of bits produced every 
second:

The bandwidth used by an individual variable is:

Figure 6.1 Worksheet with Produced Process Variables

Having these values and formulas in a spreadsheet allows developers to quickly mod-
ify timing or speed values, or to add or remove variables and see what kind of impact 
the changes would have on total bandwidth usage.

bps  1,000
Time (ms)
------------------------- Bytes 8 Ovr+×( )×=

% of total bandwidth bps
bus speed (kbps)
----------------------------------------=

35.072%Total:

1.280%160501Buttons_34

1.280%160501Buttons_24

9.280%116050501Buttons_14

21.120%264050252RPM_13

2.112%264502502Temp_12

% of totalbpsOvrTime (ms)BytesVariableNode

kbps125Speed:Produced Variables
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The spreadsheet and several other examples can be downloaded from www.CANo-
penBook.com.

6.2 Comparison of Implementation Methods

When it comes to implementing CANopen nodes, there are three primary implemen-
tation options available:

• Develop both hardware and software from scratch

• Develop the hardware from scratch and develop the software using a com-
mercial CANopen stack (software library or source code)

• Design the hardware to use CANopen communication processors (periph-
eral chips or modules that implement CANopen)

How much bandwidth usage is acceptable?

Please note that the given formulas are only rough calculations and do not 
account for all effects like bit stuffing or re-transmission of faulty messages. We 
also did not yet include heartbeats, node guarding and other potential mes-
sages.

The bandwidth calculation method described here is good enough as long as 
your total bandwidth usage stays below 80%. If your usage is beyond 80% you 
should seriously consider choosing a higher bit rate for the CAN bus or reduc-
ing the amount of communication.

If neither are possible, you would need to do a more detailed analysis of your 
worst case scenario. See publications such as [Lawrenz97] and [Etschberger01] 
for more hints on bandwidth calculations.

Objective

In this section we introduce the major CANopen implementation options avail-
able and compare them with each other in regards to their individual benefits 
and drawbacks.
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6.4 Using CANopen Hardware Modules or Chips

One of the fastest ways to design and implement a CANopen node is to use existing 
CANopen hardware in the form of CANopen chips or modules. What all these solu-
tions have in common is that the CANopen protocol stack is pre-programmed into a 
microcontroller which can be incorporated into a hardware design either directly or in 
the form of a module (daughter-board). Typically at least two operation modes are 
supported: some sort of “stand-alone” operation and a “communication co-proces-
sor” operating mode.

6.4.1 Stand-Alone Operation

In stand-alone operation a CANopen hardware solution directly implements a spe-
cific Device Profile and provides the inputs and outputs required for a particular 
application. This allows the chip to be used for this particular application without the 
requirement of an additional microcontroller. A simple example would be that of a 
Generic I/O node, where the CANopen chip or module directly provides the digital 
and analog inputs and outputs on pins of the chip or module. Figure 6.6 shows how 
Philips’ CANopenIA solution works in the stand-alone mode. It provides a total of 20 
digital signals (configurable in groups of 4 bits to be used either as inputs or outputs). 
Analog signals are provided using external D/A or A/D chips with SPI interface.

Objective

This section explains how CANopen modules or chips can be used to develop 
a CANopen node. It also discusses the typical operation modes; “stand-alone” 
usage or usage as a “communication co-processor.” Examples given are for the 
Philips CANopenIA technology.
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Figure 6.6 CANopenIA in Stand-Alone Mode

This mode is most suitable when a specific device profile needs to be implemented, 
such as an encoder, joystick or battery. It allows for the direct connection of a stan-
dardized device to a CANopen network using the CANopen chip or module. 

6.4.2 Co-Processor Operation

In co-processor mode, a CANopen chip or module acts as a peripheral chip to another 
host controller. The interface between the host and the CANopen hardware is often 
implemented using a serial port or a shared memory area. Figure 6.7 shows how 
Philip’s CANopenIA chip operates in the “co-processor” mode. In order to simplify 
the software requirements on the host, the only data exchanged is the process data. 
The entire CANopen side of what happens with the data (and when) is handled by 
the CANopenIA chip.

CANopenIA

CAN Interface

SPI Interface

External Bus
20 Bits of
Digital I/O

Address
bus disabled

A/D COMPONENT
Hi-Resolution 
analog value

INTERNAL CODE ROM
CANopenIA core code

CANopenIA application code

CANopen

EEPROM
CANopen 

configurationAnalog I/O
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boot-up this information is shifted into the CANopenIA serially, only requiring a total 
of three pins.

6.5 Using CANopen Source Code

One of the most common approaches in designing and implementing a CANopen 
node is to purchase a code library or the source code for a CANopen slave node. The 
biggest benefits of this CANopen implementation approach are portability and cus-
tomizability. In addition, the providers of the source code typically guarantee that 
their source code passes the CANopen conformance test. Although the final responsi-
bility for conformance lies with the engineering team using the source code, it helps to 
know that all essential CANopen functions as delivered have passed the conformance 
test.

• Portability 
The providers of CANopen libraries or source code ensure good portability 
simply because they want to be able to sell their product, no matter which 
microcontroller is used. As a result, most commercial solutions directly 
support a wide variety of microcontrollers and can be easily adapted to 
“exotic” or legacy systems, such as a Z80 with external CAN controller.

• Customizability 
Many CANopen-based systems take advantage of its “openness” by cus-
tomizing and optimizing certain aspects of the CANopen communication. 
This can include special message trigger methods, customized emergencies 
or customized Object Dictionaries (such as password protected access). 
Customizations like these are only possible if the engineers and program-
mers have access to the CANopen source code.

Objective

In this section we summarize the typical configuration options one has when 
using purchased CANopen source code and how to best make usage of these 
options. All examples given apply to the Vector CANopen slave source code. 
However, other source codes typically have very similar configuration fea-
tures.
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6.5.1 Code Configuration through Conditional Compilation

In order to further support the customization, source codes typically use #define 
statements to control which CANopen functionality is included when compiling and 
building the code. Changing any of these defines can have severe consequences since 
completely different code gets compiled and generated, and some #define combina-
tions might not work with each other. Thus, one should carefully document all 
changes that are done along with the reasons and the persons who did them. Even in 
cases where a setting is switched back to a previous value, it should be documented 
with an additional comment so that the complete history of the changes is traceable.

The following examples are taken from the CANopen slave source code from Vector 
CANTech. Although the names of the #define statements are those used by Vector in 
their “cos_main.h” file, similar statements can be found in almost all commercial 
CANopen source codes.

6.5.1.1 Buffering or Queuing 

Due to differences in CAN controllers, most CANopen implementations provide at 
least two different operation modes on the driver level. One of them, termed “buff-
ered” mode, tries to make best usage of the CAN buffers provided by Full CAN con-
trollers. The other, termed “queued” mode, implements one or more software 
message queues. Incoming messages are copied to the queue by the CAN receive 
interrupt service routine for later processing. The queued mode is enabled by setting 
QUEUED_MODE to 1 (else 0).

The idea of buffered mode is to use one message object of the Full CAN controllers for 
each CAN message received or transmitted. Obviously this can only work if the total 
number of unique message IDs transmitted or received does not exceed the number of 
message objects provided in the CAN controller. The buffered mode is enabled by set-
ting FULLCAN_BUFFER_MODE to 1 (else 0). In addition, NUM_CAN_BUFFER 
needs to be set to the number of CAN message objects supported by the CAN control-
ler.

In general, the queued mode requires more code and data memory than the buffered 
mode, since additional code and storage is required for the handling of the queue. 
Due to the extra overhead in handling the queue, this mode also requires more CPU 
processing time.
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6.6 CANopen Conformance Test

“Error, no keyboard – press F1 to continue”
PC BIOS

The official CANopen conformance test was developed with significant involvement 
from the engineers of the CiA and is available through National Instruments and the 
CiA. When a device gets conformance tested by the CiA, they use exactly this soft-
ware and simply confirm that the device passed or failed.

6.6.1 What Does it Do?

The conformance test not only tests a physical device, it also tests the Electronic Data 
Sheet (EDS) associated with it. It is important to confirm that an EDS is syntactically 
correct and that a device perfectly matches the EDS – in other words, it has exactly 
those communication parameters implemented as specified in the EDS file.

In part, the CANopen conformance test not only checks to see if all Object Dictionary 
entries specified are available in the device, it also scans for hidden entries that a 
device might have and that are not mentioned in the EDS. Due to this scanning pro-
cess, the entire run-time of the CANopen conformance test is several hours.

It should be noted that the CANopen conformance test only checks the CANopen 
communication behavior. It cannot test PDO data contents or reactions to certain data.

Objective

In this section we will not try to explain all the technical details of the CANo-
pen conformance test nor try to find an answer as to why some specific access 
sequences that are not documented in the CANopen specification are tested. 
Sometimes mysteries are better accepted as such.

Instead we will give some guidelines on when the conformance test should be 
used and when it can be replaced by other test procedures.
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6.6.2 Who Should Use It?

If a CANopen device is designed and developed for the open market with the inten-
tion to sell it as stand-alone “CANopen Gizmo,” then this node should pass the CAN-
open conformance test and get a certificate to that effect. There are several instances 
where end-users had bad experiences with uncertified products, and as a result more 
and more end-users are demanding that only certified products are used in their sys-
tems.

If a CANopen design is based on a self-developed CANopen implementation, passing 
the conformance test is more likely to become a significant hurdle. This can be 
avoided if a design is based on commercial CANopen source code or a CANopen chip 
or module; passing the conformance test should not be a problem since the manufac-
turers of these products ensure that their products can pass.

If a CANopen device is intended for “internal use only” there is no real need or 
requirement to pass the CANopen conformance test. This includes all developments 
where the CANopen network is truly “embedded” – hidden within a machine, virtu-
ally invisible to the end-user of that machine.

As experienced consultants and tutors who also teach classes on software qual-
ity, our first thought concerning the CANopen conformance test was to  recom-
mend to all our students that every CANopen node they develop should pass 
the CANopen test. The idea is that even if a network is completely embedded 
into a machine, it would still give everybody participating in the design of 
CANopen nodes a measurement of how well a specific node is implemented. 
If, for example, something does not work in the communication between two 
nodes, the CANopen conformance test could be used to test if a specific node is 
really behaving as it should.

Well, so much for the theory. As usual the real-world works slightly differently. 
In recent years, the CANopen specification has been enhanced and updated, 
but not all of these updates found their way into the conformance test. So some 
test failures are actually acceptable. Acceptable failures, for example, include a 
lack of support for node guarding if heartbeat is supported, or exceeding 
unspecified time-outs for SDO transfers. 

Another issue is that the entire set of conformance requirements, tests and pro-
cedures is not well documented. So if a certain test fails there is a lot of guess-
work left to the engineers with regards to fixing the problem.
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 A Frequently Asked Questions

“The only way to discover the limits of the possible 
is to go beyond them into the impossible.”

Arthur C. Clarke

This FAQ selection was adapted from the FAQ section of www.canbus.us and 
www.canopen.us, web pages dedicated to US users of CAN and CANopen. These 
web pages are maintained by the authors of this book.

A.1 General

A.1.1 What is the identifier of a node, message and/or variable?

In CAN and CANopen there are several identifiers used for different purposes. Begin-
ners tend to mix these up, so pay close attention to the different meanings of the word 
"identifier":

1. On the CAN level (looking at CAN messages on the bus, generated by a CAN con-
troller, no higher-layer protocol involved), the "identifier" is the CAN message 
identifier. Version CAN 2.0A allows for an 11-bit ID (theoretically up to 2048 dif-
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 B Physical Layer

B.1 Recommended Bit Timings

Objective

This section gives you a quick reference to the CAN Physical Layer require-
ments for CANopen. For complete details please refer to the relelated CAN 
and CANopen specifications [CiADRP3031].

Bit 
Rate

Maximum 
Bus 
Length

Bit 
Time

Time 
Quanta 
per bit

Length 
of 1 Time 
Quanta

Sample 
Point

1Mbps 25m 1µs 8 125ns 6 TQ (75%)

800kbps 50m 1.25µs 10 125ns 8 TQ (80%)

500kbps 100m 2µs 16 125ns 14 TQ (87.5%)

250kbps 250m 4µs 16 250ns 14 TQ (87.5%)

Table B.1  CANopen Recommended Bit Timings
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125kbps 500m 8µs 16 500ns 14 TQ (87.5%)

50kbps 1km 20µs 16 1.25µs 14 TQ (87.5%)

20kbps 2.5km 50µs 16 3.125µs 14 TQ (87.5%)

10kbps 5km 100µs 16 6.25µs 14 TQ (87.5%)

Bit 
Rate

Maximum 
Bus 
Length

Bit 
Time

Time 
Quanta 
per bit

Length 
of 1 Time 
Quanta

Sample 
Point

Table B.1  (Continued) CANopen Recommended Bit Timings
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 C Data Types

C.1 Basic Data Types

Basic Data Types are the simplest types defined in CANopen. They can be used to 
construct Extended and Complex Data Types, and they may be stored in a single sub-
entry of the Object Dictionary.

C.1.1 Boolean

Definition: A single bit value. The value zero indicates a false condition and 
the value one indicates a true condition.

Name Notation: BOOLEAN

Objective

The data types form the basis of the data storage in the Object Dictionary. This 
appendix provides a quick reference to the data types used in CANopen and 
examples of their usage. It can also be used to determine which types are right 
for manufacturer-specific entries.
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Range: 0 to 1

Examples: 0 
1

OD Location: 0001h

C.1.2 Void

Definition: A bit sequence of varying length. The value that a void type may 
have is undefined, and this type is commonly used as a place 
holder for reserved fields in complex data types or in the Object 
Dictionary.

Name Notation: VOIDn represents a Void type with a bit sequence of n bits.

Range: Undefined

OD Location: Not defined in the Object Dictionary

C.1.3 Unsigned Integer

Definition: An non-negative integer value.

Name Notation: UNSIGNEDn represents an unsigned integer value stored in n 
bits.

Range: 0 to 2n – 1 where n is the number of bits used to store the value.

Examples: 0 
45 
5611

OD Location: 0005h UNSIGNED8 
0006h UNSIGNED16 
0016h UNSIGNED24 
0007h UNSIGNED32 
0018h UNSIGNED40 
0019h UNSIGNED48 
001Ah UNSIGNED56 
001Bh UNSIGNED64
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 D The Object Dictionary

D.1 Object Dictionary Organization

The Object Dictionary is divided into the sections shown in Table D.1.

Objective

CANopen is based primarily around the Object Dictionary. Because of this the 
entries are numerous and varied. This appendix aims to provide a quick refer-
ence to many basic Object Dictionary entries and indicate how they are used.

Indexes Used Description
0000h Reserved

0001h – 025Fh Data Type Definitions

0260h – 0FFFh Reserved

1000h – 1FFFh Communication Profile

Table D.1  Object Dictionary Sections
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2000h – 5FFFh Manufacturer Specific

6000h – 9FFFh Standardized Device Profile

A000h – BFFFh Standardized Interface Profile

C000h – FFFFh Reserved

Indexes Used Description

Table D.1  (Continued) Object Dictionary Sections



427

Appendix D: The Object Dictionary          

D.4 CANopen Managers and Programmable 
CANopen Devices

D.4.1 Object Dictionary Entries

The following table gives an overview of all Object Dictionary entries in the Program-
mable CANopen Devices section of the Object Dictionary.

Index Name Type Access
1F00h Request SDO UNSIGNED32 Write Only

1F01h Release SDO UNSIGNED32 Write Only

1F02h SDO Manager COB IDs UNSIGNED32 Read/Write

1F03h SDO Connections Part 1 UNSIGNED32 Read Only

1F04h SDO Connections Part 2 UNSIGNED32 Read Only

1F05h SDO Connections Part 3 UNSIGNED32 Read Only

1F06h SDO Connections Part 4 UNSIGNED32 Read Only

1F10h Dynamic SDO Connection State UNSIGNED32 Read/Write

1F11h Slave Failed UNSIGNED16 Read Only

1F20h Store DCF DOMAIN Read/Write

1F21h Storage Format UNSIGNED8 Read/Write

1F22h Concise DCF DOMAIN Read/Write

1F23h Store Slave EDS DOMAIN Read/Write

1F24h Slave EDS Storage Format UNSIGNED8 Read/Write

1F25h Configure Slave UNSIGNED32 Read/Write

1F26h Expected Configuration Date UNSIGNED32 Read/Write

1F27h Expected Configuraton Time UNSIGNED32 Read/Write

1F50h Download Program Data DOMAIN Read/Write

1F51h Program Control UNSIGNED8 Read/Write

1F52h Verify Application Software UNSIGNED32 Read/Write

Table D.48  Programmable CANopen Devices Object Dictionary Entries




